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Introducing Pandas Objects
Pandas is a popular open-source data analysis and manipulation library for Python. It provides easy-to-use data structures and data analysis tools for efficiently handling and manipulating structured data. Pandas is built on top of NumPy, another widely-used library for numerical computing in Python.

1. Series:
A Pandas Series is a one-dimensional labeled array that can hold any data type. It is similar to a column in a spreadsheet or a database table.

Creating a Series:
import pandas as pd
# Creating a Series from a list
data = [10, 20, 30, 40, 50]
series = pd.Series(data)
print(series)

Output:
0    10
1    20
2    30
3    40
4    50
dtype: int64
Key features of Series:
- Accessing elements: We can access Series elements using index or label-based indexing using `[]` or the `.loc` attribute.
- Vectorized operations: Series supports vectorized operations, meaning you can perform element-wise operations without the need for loops.
- Handling missing values: Pandas provides methods like `.isnull()`, `.notnull()`, and `.fillna()` to handle missing values.
- Descriptive statistics: Series offers various methods like `.mean()`, `.min()`, `.max()`, `.sum()`, etc., to calculate descriptive statistics.

2. DataFrame:
A Pandas DataFrame is a two-dimensional labeled data structure with columns of potentially different types. It is similar to a spreadsheet or a SQL table.
Creating a DataFrame:
import pandas as pd
# Creating a DataFrame from a dictionary
data = {'Name': ['John', 'Emma', 'Michael', 'Sophia'],
        'Age': [25, 28, 31, 24],
        'Country': ['USA', 'UK', 'Canada', 'Australia']}
df = pd.DataFrame(data)
print(df)

Output:
      Name  Age    Country
0     John   25        USA
1     Emma   28         UK
2  Michael   31     Canada
3   Sophia   24  Australia
Key features of DataFrame:
- Accessing columns and rows: You can access columns using the column name as a key or rows using index-based `.loc` or position-based `.iloc` indexing.
- Data manipulation: DataFrame provides methods for filtering, sorting, grouping, joining, and transforming data.
- Handling missing values: Pandas offers methods like `.dropna()`, `.fillna()`, and `.interpolate()` to handle missing values in DataFrames.
- Data input/output: DataFrame supports reading and writing data from/to various file formats, including CSV, Excel, SQL databases, and more.
- Descriptive statistics and data exploration: DataFrame has methods like `.describe()`, `.info()`, and `.head()` for statistical summary, data information, and previewing data.

Data Indexing and Selection in pandas
Data indexing and selection in Pandas allow you to access and manipulate data within Series and DataFrame objects. Pandas provides several methods and techniques for indexing and selection based on labels, positions, conditions, and more. Let's explore some common indexing and selection methods in Pandas:

1. Indexing and Selection in Series:

   - Indexing by label:
     import pandas as pd
     series = pd.Series([10, 20, 30, 40, 50], index=['A', 'B', 'C', 'D', 'E'])
     print(series['B'])  # Output: 20
 
   - Indexing by position:
     import pandas as pd
     series = pd.Series([10, 20, 30, 40, 50])
     print(series[2])  # Output: 30

2. Indexing and Selection in DataFrame:
   - Column selection:
     import pandas as pd
     data = {'Name': ['John', 'Emma', 'Michael'],
             'Age': [25, 28, 31],
             'Country': ['USA', 'UK', 'Canada']}
     df = pd.DataFrame(data)
     print(df['Name'])  # Output: Name column

   - Multiple column selection:
     import pandas as pd
     data = {'Name': ['John', 'Emma', 'Michael'],
             'Age': [25, 28, 31],
             'Country': ['USA', 'UK', 'Canada']}
     df = pd.DataFrame(data)
     print(df[['Name', 'Age']])  # Output: Name and Age columns
   - Row selection by label:
     import pandas as pd
     data = {'Name': ['John', 'Emma', 'Michael'],
             'Age': [25, 28, 31],
             'Country': ['USA', 'UK', 'Canada']}
     df = pd.DataFrame(data, index=['A', 'B', 'C'])
       print(df.loc['B'])  # Output: Row B

   - Row selection by condition:
     import pandas as pd
     data = {'Name': ['John', 'Emma', 'Michael'],
             'Age': [25, 28, 31],
             'Country': ['USA', 'UK', 'Canada']}
     df = pd.DataFrame(data)
   print(df[df['Age'] > 25])  # Output: Rows where Age is greater than 25

   - Cell selection:
     import pandas as pd
     data = {'Name': ['John', 'Emma', 'Michael'],
             'Age': [25, 28, 31],
             'Country': ['USA', 'UK', 'Canada']}
     df = pd.DataFrame(data)
 
     print(df.loc[1, 'Name'])  # Output: Value in row 1 and column 'Name'

The main difference between `.loc` and `.iloc` in Pandas lies in how they are used for indexing and selection:

`.loc` is primarily label-based, meaning it uses the labels of rows and columns to perform indexing and selection. It accepts label-based inputs for both row and column selection. Here are a few key points about `.loc`:

- Syntax: `df.loc[row_indexer, column_indexer]`
- Row Indexing: You can specify the label or label-based conditions to select rows.
- Column Indexing: You can provide the column label or a list of column labels to select specific columns or column subsets.

Example using `.loc`:
import pandas as pd
data = {'A': [1, 2, 3], 'B': [4, 5, 6], 'C': [7, 8, 9]}
df = pd.DataFrame(data, index=['X', 'Y', 'Z'])
print(df.loc['Y', 'B'])        # Output: 5
print(df.loc[['Y', 'Z'], 'C']) # Output: Y: 8, Z: 9

`.iloc` is primarily integer-based, meaning it uses the integer positions of rows and columns for indexing and selection. It accepts integer-based inputs for both row and column selection. Here are a few key points about `.iloc`:

- Syntax: `df.iloc[row_indexer, column_indexer]`
- Row Indexing: You can specify the integer index or integer-based conditions to select rows.
- Column Indexing: You can provide the integer index or a list of integer indices to select specific columns or column subsets.

Example using `.iloc`:
import pandas as pd
data = {'A': [1, 2, 3], 'B': [4, 5, 6], 'C': [7, 8, 9]}
df = pd.DataFrame(data)
print(df.iloc[1, 2])         # Output: 6
print(df.iloc[[1, 2], 0])    # Output: 1, 2

Operating on data in Pandas 
It involves performing various operations and transformations on Series and DataFrame objects. Pandas provides a wide range of methods and functions that allow you to manipulate and analyze data efficiently. 
1. Arithmetic Operations:
   - Element-wise operations: Pandas supports element-wise arithmetic operations such as addition, subtraction, multiplication, and division on Series and DataFrames.
   
     import pandas as pd
     series1 = pd.Series([1, 2, 3])
     series2 = pd.Series([4, 5, 6])
     
     # Element-wise addition
     result = series1 + series2
     print(result)  # Output: [5, 7, 9]

   - Broadcasting: Operations between a scalar value and a Series or DataFrame automatically apply the operation to each element of the Series or DataFrame.
   
     import pandas as pd
     series = pd.Series([1, 2, 3])
     
     # Scalar multiplication
     result = series * 2
     print(result)  # Output: [2, 4, 6]

2. Aggregation and Summary Statistics:
   - Descriptive statistics: Pandas provides methods like `.mean()`, `.sum()`, `.min()`, `.max()`, `.median()`, and `.describe()` to calculate summary statistics of Series or DataFrame objects.
   
     import pandas as pd
     
     data = [10, 20, 30, 40, 50]
     series = pd.Series(data)
     
     print(series.mean())     # Output: 30.0
     print(series.sum())      # Output: 150
     print(series.min())      # Output: 10
     print(series.max())      # Output: 50
     print(series.describe()) # Output: count: 5, mean: 30.0, std: 15.8114, min: 10, 25%: 20, 50%: 30, 75%: 40, max: 50

   - Grouping and aggregation: Pandas allows you to group data based on specific columns and perform aggregations using methods like `.groupby()` and `.agg()`.
   
     import pandas as pd
    
     data = {
         'Category': ['A', 'A', 'B', 'B', 'A'],
         'Value': [10, 20, 30, 40, 50]
     }
     df = pd.DataFrame(data)
     
     # Grouping by Category and calculating the mean value
     result = df.groupby('Category')['Value'].mean()
     print(result)
     ```
     Output:
     Category
     A    26.666667
     B    35.000000
     Name: Value, dtype: float64

3. Sorting:
   - Sorting by values: You can sort Series or DataFrame by one or more columns using the `.sort_values()` method.
     import pandas as pd
     
     data = {'Name': ['John', 'Emma', 'Michael'],
             'Age': [25, 28, 31],
             'Country': ['USA', 'UK', 'Canada']}
     df = pd.DataFrame(data)
     
     # Sorting by Age in descending order
     sorted_df = df.sort_values('Age', ascending=False)
     print(sorted_df)
     Output:
          Name  Age Country
     2  Michael   31  Canada
     1     Emma   28      UK
     0     John   25     USA

4. Handling Missing Data:
   - Missing data detection: Pandas provides methods like `.isnull()` and `.notnull()` to identify missing values in Series or DataFrame.
   
     import pandas as pd
     import numpy as np
     
     data = pd.Series([1, np.nan, 3, np.nan, 5])
     
     print(data.isnull())    # Output: [False, True, False, True, False]
     print(data.notnull())   # Output: [True, False, True, False, True]

   - Missing data handling: Pandas offers methods like `.dropna()`, `.fillna()`, and `.interpolate()` to handle missing values by either dropping or replacing them with appropriate values.
     import pandas as pd
     import numpy as np
     
     data = pd.Series([1, np.nan, 3, np.nan, 5])
     
     # Dropping missing values
     data_dropped = data.dropna()
     print(data_dropped)     # Output: [1, 3, 5]
     
     # Filling missing values with a specific value
     data_filled = data.fillna(0)
     print(data_filled)      # Output: [1, 0, 3, 0, 5]
     
     # Interpolating missing values
     data_interpolated = data.interpolate()
     print(data_interpolated) # Output: [1, 2, 3, 4, 5]
Handling missing values

 Handling missing values is an essential step in data preprocessing, especially when working with pandas in Python. Pandas provides several methods to handle missing values effectively. 
1. Detection of missing values
isna() and isnull(): These methods return a DataFrame of the same shape as the input, where each element is a boolean value indicating whether it is a missing value (NaN) or not.
# Check for missing values
df.isna()
df.isnull()
import pandas as pd

# Create a DataFrame with missing values
data = {'A': [1, 2, None, 4, 5],
        'B': [None, 6, 7, 8, None],
        'C': [9, None, 11, None, 12]}
df = pd.DataFrame(data)

# Detect missing values
missing_values = df.isnull()
print(missing_values)
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2. Dropping Missing Values:
   The simplest approach is to drop rows or columns containing missing values using the `dropna()` method. By default, this method drops any row that contains at least one missing value. You can also specify the `axis` parameter to drop columns with missing values.

   # Drop rows with missing values
   df.dropna()

   # Drop columns with missing values
   df.dropna(axis=1)

2. Filling Missing Values:
   Instead of dropping missing values, you can fill them with a specific value using the `fillna()` method. Common options include filling with a constant value, mean, median, or mode.
   # Fill missing values with a constant value
   df.fillna(0)

   # Fill missing values with mean of the column
   df.fillna(df.mean())

   # Fill missing values with median of the column
   df.fillna(df.median())

   # Fill missing values with mode of the column
   df.fillna(df.mode().iloc[0])

3. Forward or Backward Fill:
   Sometimes, it makes sense to fill missing values with the preceding value (forward fill) or the succeeding value (backward fill) in the same column. You can use the `ffill()` or `bfill()` methods respectively for this purpose.
   # Forward fill missing values
   df.fillna(method='ffill')

   # Backward fill missing values
   df.fillna(method='bfill')

4. Interpolation:
   Interpolation is a method to estimate missing values based on the existing values in a column. The `interpolate()` method fills missing values by considering the neighboring values and creating a linear interpolation between them.

   # Interpolate missing values
   df.interpolate()


Hierarchical indexing, also known as MultiIndexing, is a powerful feature in pandas that allows you to work with and analyze data with multiple levels of indexing. It enables you to have multiple index levels on either the rows or columns of a pandas DataFrame or Series. Here's an overview of hierarchical indexing in pandas:

1. Creating a DataFrame with Hierarchical Indexing:
import pandas as pd
# Creating a DataFrame with hierarchical indexing
data = {'Group': ['A', 'A', 'B', 'B', 'C', 'C'],
        'Category': ['X', 'Y', 'X', 'Y', 'X', 'Y'],
        'Value': [10, 20, 30, 40, 50, 60]}
df = pd.DataFrame(data)
df = df.set_index(['Group', 'Category'])
print(df)

Output:
               Value
Group Category       
A     X           10
      Y           20
B     X           30
      Y           40
C     X           50
      Y           60

2. Indexing and Slicing with Hierarchical Indexing:
# Accessing data using hierarchical indexing



print(df.loc['A'])
print(df.loc[('A', 'X')])
print(df.loc[('A', 'X'), 'Value'])

# Slicing data using hierarchical indexing
print(df.loc['A':'B'])
print(df.loc[('A', 'X'):('B', 'Y')])

3. Stack and Unstack:
# Stacking and unstacking levels of the index
stacked_df = df.unstack()
print(stacked_df)

unstacked_df = stacked_df.stack()
print(unstacked_df)

to perform stacking and unstacking on the DataFrame `df`:

import pandas as pd
# Creating a DataFrame with hierarchical indexing
data = {'Group': ['A', 'A', 'B', 'B', 'C', 'C'],
        'Category': ['X', 'Y', 'X', 'Y', 'X', 'Y'],
        'Value': [10, 20, 30, 40, 50, 60]}
df = pd.DataFrame(data)
df = df.set_index(['Group', 'Category'])
print(df)
# Stacking
stacked_df = df.stack()
print(stacked_df)

# Unstacking
unstacked_df = stacked_df.unstack()
print(unstacked_df)






Output:
               Value
Group Category       
A     X           10
      Y           20
B     X           30
      Y           40
C     X           50
      Y           60
Stacked DataFrame:
Group  Category   
A      X           Value    10
       Y           Value    20
B      X           Value    30
       Y           Value    40
C      X           Value    50
       Y           Value    60
dtype: int64
Unstacked DataFrame:
Category   X   Y
Group           
A         10  20
B         30  40
C         50  60

In the code, we first create the DataFrame `df` with hierarchical indexing. Then, we perform stacking using the `stack()` function, which converts the innermost column index level into innermost row index level. The resulting stacked DataFrame has a multi-level row index.

Next, we perform unstacking using the `unstack()` function, which does the opposite of stacking. It converts the innermost row index level back to the innermost column index level. The resulting unstacked DataFrame has the original structure of columns and rows.


a DataFrame with hierarchical indexing:

1. Indexing and Slicing with Hierarchical Indexing:
# Accessing data using hierarchical indexing
print(df.loc['A'])
print(df.loc[('A', 'X')])
print(df.loc[('A', 'X'), 'Value'])

# Slicing data using hierarchical indexing
print(df.loc['A':'B'])
print(df.loc[('A', 'X'):('B', 'Y')])

2. Grouping and Aggregating with Hierarchical Indexing:
# Grouping and aggregating data using hierarchical indexing
grouped = df.groupby('Group').sum()
print(grouped)

3. Sorting Hierarchical Index:
# Sorting the DataFrame by the first level of the index (Group)
sorted_df = df.sort_index(level='Group')
print(sorted_df)

4. Swapping Hierarchical Index Levels:
# Swapping the levels of the hierarchical index
swapped_df = df.swaplevel('Group', 'Category')
print(swapped_df)

5. Reshaping the DataFrame:
# Unstacking and stacking to reshape the DataFrame
unstacked_df = df.unstack()
print(unstacked_df)

stacked_df = unstacked_df.stack()
print(stacked_df)

4. Grouping and Aggregating with Hierarchical Indexing:
# Grouping and aggregating data using hierarchical indexing
grouped = df.groupby('Group').sum()
print(grouped)

vectorized string operations 
Pandas provides a variety of vectorized string operations that allow you to efficiently work with string data in a DataFrame or Series. These operations enable you to perform string manipulations and transformations on entire arrays of data without the need for explicit loops. 

1. Lowercasing and Uppercasing:
import pandas as pd

# Assuming 's' is your pandas Series
s = pd.Series(['Hello', 'World', 'Python'])
lowercased = s.str.lower()
uppercased = s.str.upper()

print(lowercased)
print(uppercased)

2. String Length:
# Assuming 's' is your pandas Series
s = pd.Series(['apple', 'banana', 'cherry'])
lengths = s.str.len()

print(lengths)

3. Substring Extraction:
# Assuming 's' is your pandas Series
s = pd.Series(['Hello World', 'Python is great', 'Data Science'])
substrings = s.str.slice(start=6, stop=11)

print(substrings)

4. String Concatenation:
# Assuming 's1' and 's2' are your pandas Series
s1 = pd.Series(['Hello', 'Python'])
s2 = pd.Series(['World', 'Programming'])
concatenated = s1.str.cat(s2, sep=' ')

print(concatenated)

5. String Replacement:
# Assuming 's' is your pandas Series
s = pd.Series(['Hello World', 'Python is great', 'Data Science'])
replaced = s.str.replace(' ', '-')

print(replaced)



image1.png
A
False
False

True
False

B
True
False
False
False

c
False
True
False

True




