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UNIT I
	Q.NO
	PART A
	CO
	LEVEL
	MARKS

	1
	Define Big Data.
	1
	L1
	2M

	2
	What is meant by the convergence of key trends in Big Data
	1
	L1
	2M

	3
	List any two differences between structured and unstructured data.
	1
	L1
	2M

	4
	Give two examples of Big Data applications in any industry
	1
	L1
	2M

	5
	What is Web Analytics?
	1
	L1
	2M

	6
	How is Big Data used in marketing? Provide a brief explanation.
	1
	L1
	2M

	7
	What is credit risk management?
	1
	L1
	2M

	8
	Write a short note on Big Data in healthcare.
	1
	L1
	2M

	9
	Define fraud detection in the context of Big Data.
	1
	L1
	2M

	10
	What is Hadoop? Mention two of its core components.
	1
	L1
	2M

	
	PART B
	
	
	

	11
	Explain the key technological trends that have converged to drive the growth of Big Data.
	1
	L3
	10M

	12
	Analyze the challenges posed by unstructured data and discuss methods used to process it.
	1
	L3
	10M

	13
	Evaluate the role of Big Data in marketing and illustrate how consumer behavior is predicted.
	1
	L3
	10M

	14
	Discuss how Big Data analytics assists in fraud detection with suitable industry examples.
	1
	L3
	10M

	15
	Explain the application of Big Data in credit risk management and analyze its impact on the banking sector.
	1
	L3
	10M

	16
	Assess the significance of Big Data in algorithmic trading and discuss how it improves financial decision-making.
	1
	L3
	10M

	17
	Discuss the role of Big Data in healthcare and medicine with examples of clinical and operational improvements.
	1
	L3
	10M

	18
	Examine how open-source Big Data technologies and cloud platforms support scalable data processing.
	1
	L3
	10M

	19
	Illustrate the concept of mobile business intelligence and evaluate how Big Data enables real-time decision-making.
	1
	L3
	10M

	20
	Explain crowd-sourcing analytics and inter- and trans-firewall analytics, highlighting their importance in modern enterprises.
	1
	L3
	10M



UNIT II
	Q.NO
	PART A
	CO
	LEVEL
	MARKS

	1
	Define NoSQL databases.
	1
	L1
	2M

	2
	What is an aggregate in NoSQL data models?
	1
	L2
	2M

	3
	What is meant by a schema-less database?
	1
	L1
	2M

	4
	Define a graph database with an example.
	1
	L1
	2M

	5
	What are materialized views?
	1
	L1
	2M

	6
	What is sharding in NoSQL systems?
	1
	L1
	2M

	7
	Define master-slave replication.
	1
	L2
	2M

	8
	What is meant by relaxing consistency?
	1
	L2
	2M

	9
	Differentiate between key–value and document data models.
	1
	L2
	2M

	10
	What is a version stamp in distributed databases?
	1
	L2
	2M

	
	PART B
	
	
	

	11
	Explain aggregate data models and discuss how they differ from traditional relational models.
	2
	L3
	10M

	12
	Compare key-value, document, and graph data models with suitable real-world examples for each.
	2
	L3
	10M

	13
	Analyze the need for schema-less databases and evaluate their benefits and drawbacks.
	2
	L3
	10M

	14
	Describe different distribution models in NoSQL and discuss how they support scalability.
	2
	L2
	10M

	15
	Explain sharding and replication in detail and assess their combined impact on data availability and performance.
	2
	L3
	10M

	16
	Discuss master–slave and peer–peer replication architectures, highlighting their advantages and limitations.
	2
	L3
	10M

	17
	Explain the concept of relaxing consistency and describe scenarios where eventual consistency is preferred.
	2
	L3
	10M

	18
	Demonstrate version stamps and how they help in conflict resolution within distributed NoSQL systems.
	2
	L3
	10M

	19
	Illustrate the use of graph databases for handling relationships and analyze how they outperform relational databases in connected-data queries.
	2
	L3
	10M

	20
	Examine the role of consistency in NoSQL systems and evaluate the CAP theorem implication on consistency levels.
	4
	L4
	10M



UNIT III
	Q. NO.
	PART A
	CO
	LEVEL
	MARKS

	1
	Write any two features of the Hadoop Distributed File System (HDFS).
	1
	L1
	2M

	2
	What is data locality in Hadoop?
	1
	L1
	2M

	3
	What is fault tolerance in HDFS?
	1
	L2
	2M

	4
	List two key components of the MapReduce architecture.
	1
	L2
	2M

	5
	What is the purpose of the HDFS NameNode?
	1
	L2
	2M

	6
	What is Apache Hive?
	1
	L1
	2M

	7
	Define HiveQL. How is it related to SQL?
	1
	L1
	2M

	8
	Name any two data types supported by Hive.
	1
	L1
	2M

	9
	What are the common file formats used in Hive?
	1
	L2
	2M

	10
	What is the purpose of HiveQL data definition statements?
	1
	L2
	2M

	
	
	
	
	

	11
	Describe the architecture of the Hadoop Distributed File System (HDFS) with a neat diagram and explain the flow of data storage while performing read operation.
	3
	L3
	10M

	12
	Discuss the MapReduce architecture in detail and explain how Map and Reduce tasks are executed across distributed nodes.
	3
	L3
	10M

	13
	With a neat sketch illustrate the data flow of scaling out with single and multiple reducer tasks 
	3
	L3
	10M

	14
	Assume weather dataset find the maximum temperature for each year with help of Mapreduce Architecture.
	3
	L3
	10M

	15
	With a neat diagram explain the Mapreduce data flow with single and multiple reduce tasks
	3
	L3
	10M

	16
	In what way the File reading and writing operations are performed in HDFS
	3
	L3
	10M

	17
	Describe partitioning in Hive, its working mechanism, and assess the scenarios of buckets and partitions.
	3
	L3
	10M

	18
	Apply HiveQL Data Manipulation Language (DML) operations with an example.
	3
	L3
	10M

	19
	Apply HiveQL Data Definition Language (DDL) operations with an example.
	3
	L3
	10M

	20
	Illustrate different types of joins in Hive with suitable examples.
	3
	L3
	10M




UNIT IV
	Q. NO.
	PART A
	CO
	LEVEL
	MARKS

	1
	What is lazy evaluation in Apache Spark?

	1
	L1
	2M

	2
	State any two advantages of Apache Spark over Hadoop MapReduce.
	1
	L1
	2M

	3
	Define in-memory processing in Spark.
	1
	L2
	2M

	4
	What is a Directed Acyclic Graph (DAG) in Spark?
	1
	L2
	2M

	5
	What is SparkContext?
	1
	L1
	2M

	6
	Why is SparkSession 
	1
	L1
	2M

	7
	Define Resilient Distributed Dataset (RDD).
	1
	L2
	2M

	8
	Give an example for a narrow transformation?
	1
	L2
	2M

	9
	What is an action in Spark?
	1
	L1
	2M

	10
	What is a DataFrame in Apache Spark?
	1
	L1
	2M

	
	PART B
	
	
	

	11
	In what way joins are performed among the tables in Hive with an example 
	4
	L3
	10M

	12
	Explain the advantages of Apache Spark over Hadoop MapReduce.
	4
	L3
	10M

	13
	Explain lazy evaluation and analyze its impact on Spark’s performance.
	4
	L3
	10M

	14
	Describe the role of in-memory processing and DAG execution in Spark.
	4
	L3
	10M

	15
	Explain the architecture and responsibilities of SparkContext and SparkSession.
	4
	L3
	10M

	16
	Explain RDDs and differentiate between narrow and wide transformations with examples.
	4
	L3
	10M

	17
	Describe actions in Spark and explain their role in triggering execution.
	4
	L3
	10M

	18
	Explain how RDDs can be converted into DataFrames and discuss the advantages of using DataFrames.
	4
	L3
	10M

	19
	How to utilize dates, timestamps, and null values in DataFrame transformations.
	4
	L3
	10M

	20
	Evaluate the significance of broadcast variables and accumulators and in distributed processing.
	4
	L3
	10M







UNIT V

	Q. NO.
	PART A
	CO
	LEVEL
	MARKS

	1
	What is Structured Streaming in Spark
	1
	L1
	2M

	2
	Define stream processing in Apache Spark
	1
	L1
	2M

	3
	State the core idea behind Spark Structured Streaming.
	1
	L1
	2M

	4
	What is meant by micro-batch processing in Structured Streaming?
	1
	L2
	2M

	5
	List any two input sources supported by Spark Structured Streaming.
	1
	L1
	2M

	6
	What are output modes in Structured Streaming?
	1
	L2
	2M

	7
	What is event-time processing in Spark streaming?
	1
	L2
	2M

	8
	Define stateful processing in Streaming application.

	1
	L2
	2M

	9
	What is event-time processing?
	1
	L2
	2M

	10
	Mention any one advantage of Structured Streaming over legacy Spark Streaming
	1
	L2
	2M

	
	PART B
	
	
	

	11
	Describe the concept of Structured Streaming and explain how it differs from traditional stream processing models.
	4
	L3
	10M

	12
	Illustrate working of Structured Streaming in action using a streaming application.
	4
	L3
	10M

	13
	In what way the different types of transformations can be applied on streaming DataFrames.
	4
	L3
	10M

	14
	Explain the various input sources supported by Structured Streaming and their use cases.
	4
	L3
	10M

	15
	Describe the output modes in Structured Streaming and explain when each mode is used.
	3
	L3
	10M

	16
	Explain the concept of event-time processing and its importance in real-time analytics.
	3
	L3
	10M

	17
	Discuss the challenges involved in stream processing and how Spark Structured Streaming addresses them.
	3
	L3
	10M

	18
	Explain the fundamentals of stream processing in Apache Spark.
	3
	L3
	10M

	19
	Discuss the advantages of using Structured Streaming for real-time data processing applications.
	3
	L3
	10M

	20
	Explain the significance of event-time and in streaming analytics.
	3
	L3
	10M
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